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Ceveat: Skills shown in Red are important; the Green gives a competitive advantage.

# YOY Stands for Year over Year. The figure does not represents number of jobs.
From LinkedIn.com Skills beta,



&* 9A ' *

Programming Languages are the starting point. Develop additional skills.

Distributed computing could be one of them...



http://atbrox.com/2010/05/08/mapreduce-hadoop-algorithms-in-academic-
papers-may-2010-update/
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You might need distributed computing...
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* http://hadoop.apache.org/



# %



& # %o

N
0
>

*



# %

— AA |
- & A>

T! 9: A 9
— > A
— A



Secondary
NameNode

DataNodes

A sophisticated replica
placement strategy.
Copy 1: on one machine.
Copy 2: on same rack.
Copy 3: on a different
rack.

Periodically, the
Namenode checks: if the
# replica/block is less
than replication number,
another copy of the block
IS made.

CRC checks on blocks
are done to verify block
correctness.
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DataNodes

In case of Name Node failure, a 5-minute backup
snapshot copies of meta-data are available on local disk

and over NFS.

Whatever new data that has been added since the last
backup metadata are “bad” blocks.






A .8 2
A * 9
08 -
*AA O $@*
A 9 8
08 -

* http://hadoop.apache.org/mapreduce/



Shuffle Phase

A
SF e

A
SFna)

on-a.- | -






Task Tracker

Task Tracker runs on each node.
Users can check the job progress at
the Job tracker.

Job Scheduler Algorithms
1. FIFO Scheduler
2. Fair Scheduler
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RDBMS

HBASE
oogle’s Big Table

/A] P\
\/ Amazon Dynamo \)

Cassandra
CouchDB
Project Voldemort
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* http://hbase.apache.org/
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On disk, the each column data is stored
sequentially in a SSTable.
When an update operation is performed, the

Compactions

—

Compactions are used to purge any
deleted keys. This is typically a time
consuming process and is done during
reduced traffic times or by copying the
data onto a secondary cluster.

update is applied in memory and a commit log is

maintained on disk.
When a system is down, a transaction log is

replayed and the most current version is stored in

memory.
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* Inspired from http://www.larsgeorge.com
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http://www.data.gov http://www.usa.gov/

http://2010.census.qov/

http://www.infochimps.org







